
  

We propose spectrograms for analyzing graphs, that is the density of eigenvalues of the adjacency matrix of the 
graph in a certain unit of space. The spectrogram gives a simple, concise and information rich picture to every 
graph. In other words, it creates a compact graphical illustration of collections of high dimensional sparse data that 
can foster easier interpretation and open the way for new insights. Computation of spectrograms using even state 
of the art eigensolvers is simply infeasible for interesting large graphs. Here we present a close to linear cost (with 
respect to matrix size) method to estimate graph spectrograms.  We have designed and implemented a highly 
scalable implementation of this method. Our parallelization takes advantage of several nested levels of parallelism 
that ultimately allow us to scale to massively parallel machines. Thus, we can either tackle smaller problems very 
fast or attack very large problems that where completely intractable before. 

EIGENVALUE PROBLEM
 

The general eigenvalue problem has the form 

where we are interested  in the eigenvalues λ and eigenvectors x.
Eigenvectors and especially eigenvalues are key in applications, such 
as data analysis. Here we are interested in eigenvalue problems 
appearing in data analysis, e.g. trying to fnd the eigenvalues of a 
graph G with its adjacency matrix A. This is useful to measure a nodes 
centrality or for graph partitioning.

There are many methods to solve eigenvalue problems or 
approximate the spectrum from either side, but it is very 
expensive to look deep into the interior of the spectrum for 
large datasets: Dense methods scale cubic with the size of the 
data set, and iterative methods have limitations.

Providing means to estimate the distribution of the 
eigenvalues quickly renders fast big data analysis feasible.

1. SCALE AND SHIFT EIGENVALUES OF A

For any real symmetric sparse matrix A ∈  ℝn  x ℝn  we start by 
estimating the λ

min
 and λ

max
 eigenvalue of the matrix in order to 

shift and scale A to have eigenvalues in the interval [-1, 1]:
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2. PARTITION IN B BINS

Divide the range [-1, 1] in b bins μ
i
 (inflection points):

3. ESTIMATE THE NUMBER OF EIGENVALUES BELOW μ
i

Compute the trace of the associated projection for eigenvalues 
smaller than μ

i
. This corresponds to applying the Fermi-Dirac 

distribution function

to A = QΛQT. By using the orthonormal property of Q, we get

Approximating f
μ
(A) (with μ

i
 ≤ 1) with a Chebyshev expansion with 

Jackson smoothing [3], gives us 

μ
i

where T
m
(·) are the frst M  Chebyshev polynomials  of the frst 

kind.

Finally, using the stochastic diagonal estimator described in [4], we 
are able to estimate the trace with

where ⊙  denotes the element-wise dot product, ⊘ denotes the 
element-wise division and {v

k
}s  are s  i.i.d. Random vectors  in {-1, 

1}n.

In combination with

we see that the trace can be estimated  in O(M) matrix-vector 
products. This takes only O(nnz(A)) time if A is a (real symmetric) 
sparse matrix. Therefore, for b bins the complexity is O(b nnz(A)).

BINS TRACE ESTIMATION MAT-VEC

Parallelization of matrix-vector 
operation.
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VALIDATION RESULTS

PARALLEL PERFORMANCE

For experimental purposes, we converted matrices provided by the UFlorida  sparse matrix collection to unweighted graphs. Furthermore we 
ignore self-loops (zeros on the diagonal). We scale and shift the matrix appropriately to ensure the eigenvalues are contained in the interval [-1, 
1]. For validation we compute the spectrogram (b = 50) of the laser.mtx matrix with merely a size of 3002 x 3002 and 9000 non-zeros, where we 
still can compute all the eigenvalues explicitly.

The agreement with the exact (NumPy) histogram 
of eigenvalues is very good.

Comparison for laser.mtx with M = 32, and s = 256.

Already for small number of Chebyshev basis 
polynomials M, we observe a good approximation 

behavior of the spectrograms.

Various M for laser.mtx with s = 32.

Independent of bins. Independent matrix-vector 
multiplications. 
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The method exhibits exceptional opportunity for parallelization. As illustrated below, the code can be parallelized 
on three levels:

We show scalability of the method for b = 8192 bins, 64 random vectors s, and 64 Chebyshev polynomials M.
We used the bmwcra_1.mtx with 148'770 rows and columns and 10'641'602 non-zeros. 

The scalability is evaluated on a BlueGene/QTM. The BlueGene/QTM  consists of node cards with a single IBM 
PowerPC A2 chip providing 16 cores, each running at 1.6 GHz.

CONCLUSION
Graph spectrograms hold a wealth of information and can open 
new ways for analytics. Our work renders spectrograms to be a 
powerful tool for mining Big Data, by tackling large scale 
problems. Graphs in the order of millions require just a few 
seconds on modest computational resources, while standard 
methods would already need Exascale machines. 

We have developed a scalable framework that implements our 
ideas. We have followed a hierarchical parallelization approach 
that already shows great promise for massive scalability. This is 
work in progress as we are implementing more parallel features 
that eliminate all possible bottlenecks, including graph I/O and 
visualization of results.
  
We have just begun to scratch the surface. We place a bet for 
SC14 in NOLA: To show the world spectrograms of Internet scale 
graphs! 

COMPARING GRAPHS WITH DIFFERENT SIZES

SPECTROGRAM
SPECTROGRAM

YES: SIMPLE PERMUTATION

SEARCHING FOR GRAPH SIMILARITIES: ARE THESE GRAPHS SIMILAR?

How about graphs that are almost 
similar? The spectrogram will give 
us a “human” readable clue! After 
all, this this what are brains have 
been trained to do for hundreds of 
thousands of years: spot patterns 
in low dimensional signals!

In fact they are exactly the same: 
one can be derived from the other 
by a simple permutation. The 
spectrogram captures this fact 
immediately and graphically. It 
transforms a complex graph into a  
1D vector – a simple picture.

Original graph: 
1024 nodes, 50 bins 

 700 nodes. 50 bins  500 nodes. 50 bins  250 nodes. 50 bins
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Highly Scalable Linear Time Estimation of Spectrograms – A Tool for Very Large Scale Data Analysis
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HISTOGRAM OF EIGENVALUES

BINS

32 64 128 256 512 1024 2048
1

10

100

1000

10000

1365.6

628.98

294.18

68.91

33.77
18.29

10

32 64 128 256 512 1024 2048
1

10

100

1000

1

2.17

4.64

19.82

40.43

74.64

136.62

SpeedupTimings

-1 1

μ
i

μ
i

μ
i1-1 11-1 1-1

+ =Chebyshev with 
Jackson smoothing Eigenvalues < μ

i


	Slide 1

