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LQCD simulations run on parallel computers, such as InfiniBand-coupled 

clusters.  Individual jobs use hundreds to thousands of processors. As the 

number of cores per node has increased, the performance of LQCD 

simulations has improved. Since most communications involve passing 

data between neighbor processors, careful MPI rank layout results in a high 

fraction of messages passed using shared memory between cores in a 

computer.  

The plot (right) shows the strong 

scaling behavior of the QUDA 

implementation of a conjugate 

gradient solver for the Twisted 

Mass fermion action on a cluster 

with NVIDIA M2050 GPGPUs. The 

solver uses mixed precision, 

starting in either half- or single-

precision and giving a double 

precision solution. The red and 

blue curves show respectively the 

performance of the half-precision 

and single-precision codes. 

Below, we see a comparison between lattice QCD, analytical 

prediction and experimental results for a particular subatomic reaction. 
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QUDA: Lattice QCD Calculations Synergia: Accelerator Modeling 

Geant4: Detector Simulation ART: Computational Cosmology 

High Performance Computations Enable Scientific Discoveries 

  Adapting Computational Physics Codes to New Hardware  

Data Transfer Performance 

e- <<<32,128>>> CPU(ms) GPU(ms)  Gain 

Bremsstralung 2099 104 20 

Ionization 558 25 22 

Multiple Scattering 1034 185 6 

Electron Kernel 751 61 12 

γ <<<32,128>>> CPU(ms) GPU(ms) Gain 

Compton Scattering 51 6 8 

Photo Electric Effect 70 6 12 

Pair Production 50 10 5 

Photon Kernel 71 7 10 

Detector and Magnetic Field EM Physics and pRNG Navigation and Transportation 

Primary/Secondary Particles Track Dispatcher GPU Engine (CUDA C/C++) 

Simulated dark matter distribution for different cosmological models (colors: velocities), 

demonstrating the sensitivity of large scale structure to new physics. 

ART cluster simulation. Left to right: dark matter, 

gas density, entropy (top); stars, metallicity, 

temperature (bottom). 

SDSS vs. precursor LSST image of the same 

observed field 

Large-scale surveys of the sky are 

collecting massive amounts of data that 

hold the key to a deeper understanding 

of the Universe. High performance 

computing is a powerful tool of discovery 

in extracting insights and making 

precision predictions for these 

observations. 

The Adaptive Refinement Tree (ART), is 

a high-performance cosmology code. It 

models a wide range of physical 

processes, including:  

1. detailed atomic physics of the cosmic 

plasma;  

2. the effects of cosmic radiation on the 

gas; and  

3. formation of stars and their feedback 

on the cosmic gas. 

 

Ordinary matter consists of protons and 

neutrons, each of which contains three point-

like particles called quarks. The strong force, 

one of the four fundamental forces of nature, 

binds quarks to each other. It is transmitted 

between quarks by particles called gluons. The 

theory describing the interactions of quarks and 

gluons is called Quantum Chromodynamics 

QCD. 

Theorists must resort to large-scale numerical 

simulations to solve QCD for many of the most 

important Standard Model problems. The 

technique is called Lattice QCD (LQCD). Lattice 

QCD codes spend much of their time inverting 

very large, very sparse matrices. Individual 

LQCD calculations require many tens of 

millions of teraflops. They can only be achieved 

by using large-scale parallel machines. 

Physics research as we know it today would not be possible without computers. Evaluating 

fundamental physical theories at the smallest and largest physical scales requires the 

production of enormous quantities of numerical data. Designing, building, and 

commissioning highly complex accelerators and detectors requires the simulation of 

enormous event samples similar to those expected in current and future experiments. 

Breakthroughs in physics research depend on the use of leading-edge computing 

technologies. Fermilab is advancing the use of state-of-the-art computing platforms to 

enable scientific discoveries by evolving the software of several application toolkits.   

Detectors measure particles produced by 

fundamental interactions between 

elementary particles that cannot be 

directly observed. 

Geant4 is a toolkit for simulating the 

passage of particles through matter. It 

describes. 

 

1. the tracking of particles through a 

geometry composed of different 

materials,  

2. their interactions with the electrons 

and nuclei encountered, and  

3. the creation of other particles in these 

interactions. 

Synergia is an advanced 

accelerator simulation 

package for intensity-

dependent effects. It 

scales from desktops to 

supercomputers. 

It is being developed as a 

part of the ComPASS 

SciDAC project.  
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Synergia is being optimized for multicore and GPU architectures.  
Comparison of CPUs and GPUs

P
ro

p
a
g
a

te
 t

im
e
 (

s
)

0
1
0
0

5
0

0
6
0

0 596s

45s

74.6s

29.0s 26.4s
12.0s

Xeon X5550

Wilson Cluster

Tesla C1060 x1

Tesla C1060 x4

Kepler K20 x1

Kepler K20 x4

X
eo

n

X
eo

n 
x3

2

Te
sl
a

Te
sl
a 
x4

K
ep

le
r

K
ep

le
r 
x4

Single-bunch strong scaling, 16 to 16,384 

cores on a 32x32x1024 grid, 105M 

particles 

Weak scaling 

from 1M to 256M 

particles, 

128 to 32,768 

cores. 

Weak scaling from 64 to 1024 bunches 

8192 to 131,072 cores, O(1010) particles. 

Scaling results on ALCF machines: Mira (BG/Q) and Intrepid (BG/P) 
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CERN has the leading Energy Frontier 

accelerator, the LHC 

Fermilab has the leading Intensity 

Frontier accelerator, the Main Injector 

Particle accelerators are among the most complex and expensive tools ever 

built for scientific discovery. Accelerators at the highest energies and 

intensities require detailed understanding of intensity-dependent 

accelerator physics phenomena.  

GPU Benchmark Production 

Improvements in  the framework include: 

 track-level parallelism 

 vectorized track dispatcher 

 coalesced memory access 

 work balance between CPU and GPU.  

The major components of Geant4, reorganized to support a multithreaded context. 

ART is a hybrid MPI and OpenMP program. Fermilab has been working to 

improve the multithreading and multiprocessing scaling of ART. Our goal is 

to achieve scaling and performance on low-latency-interconnect clusters. By 

improving the OpenMP organization we have been able to significantly 

improve the scaling efficiency from 50% of linear to 85% by introducing 

asycnhronous communication, by parallelizing previously serial parts of the 

algorithm and reducing NUMA effects. 

  

The left plot shows the overall timing of the subsystems in ART code as the 

number of threads are increased on a 32-core system. 

The right plot shows the total execution time of ART code for one time step. 

The x-axis is showing the number of MPI ranks times the number of threads 

per rank (4 threads per rank, InfiniBand 20G DDR among ranks).   

Contact: Jim Kowalkowski <jbk@fnal.gov> 

Comparison between lattice QCD simulation and experimental results. 

The plot (left) shows the ratio of the 

performance per core of a 128-rank 

job running on multiple computers 

with N cores per node to a job 

using N cores running on a single 

computer, where the work per rank 

is the same (weak scaling).  As 

cores per processor have 

increased, LQCD scaling has 

increased as well. 
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