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Energy and power increasingly constrain modern computer
hardware, yet hardware approaches to protect computations
and data against errors cost energy. This holds at all scales
of computation, but especially for the largest parallel com-
puters being built and planned today. This results from a
confluence of factors:

• Increasing parallelism (and therefore more components
to fail) [1, 2]

• Decreasing transistor feature sizes, making individual
components more vulnerable

• Extremely tight peak power requirements [9], limiting
the use of hardware redundancy to increase reliability

As these trends continue, hardware vendors may succumb
to the temptation to expose incorrect arithmetic or mem-
ory corruption to application codes [8, 9, 10]. Some studies
already indicate that this behavior is appearing at the user
level [7].
Just because a hardware event of this kind occurs, does not
necessarily mean that the algorithm fails to compute the
right answer. This holds even if data corruption or incor-
rect arithmetic actually affect how the code runs. We con-
trast algorithm faults – where the code’s internal behavior
changes, due to a hardware event – with algorithm failures
– where it returns the wrong answer to the user, due to a
fault. “Fault” and “failure” here are from the user’s perspec-
tive; the hardware itself failed to behave correctly, but if
the algorithm nevertheless computed the right answer, the
failure does not percolate up to the user’s level.
Numerical algorithms (that use floating-point arithmetic to
approximate continuous mathematical problems) can be par-
ticularly sensitive to incorrect arithmetic or data corruption.
Even a single fault may cause silently incorrect answers. For
example, if a sparse matrix A gets permanently corrupted
by a large amount, a linear solver for Ax = b will com-
pute the “wrong answer to the right problem.” Fortunately,
many numerical algorithms only need reliability for certain
data and phases of computation. If the system can guard

just those parts of the algorithm in space and time, then
the algorithm can compute the right answer – or at least be
able to detect failure and report it “loudly” – despite faults
in unreliable phases of execution. This suggests a “layered”
approach to the design of reliable numerical algorithms. A
reliable outer layer can recover from faults in a less reliable
inner layer. If the solver can spend most of its time in unre-
liable mode, it can mitigate the cost of reliable computation
in the outer mode. We illustrate such a numerical algorithm
– the “Fault-Tolerant GMRES” (FT-GMRES) iterative lin-
ear solver – in [3]. We also show how it can cooperate with
a run-time system to recover from memory corruption [4].
In this poster, we extend that work in the following ways.
First, we develop better fault detection that we can use to
keep inner solves from going astray. Second, by analyz-
ing the effects of data corruption on the representation of
floating-point numbers, we can show that most hardware
faults either result in bounded error, or cause an obvious
error that an algorithm can easily detect. This excludes the
most damaging errors.
Numerical algorithms often have invariants that they can
check inexpensively, to decide whether hardware faults have
corrupted an intermediate result enough for it not to be use-
ful. For example, Chen [6] performs additional computation
and parallel communication in order to check invariants of
the iterative linear solvers GMRES [12], CG, and BiCG. If
those invariants are violated, the solver can roll back one
or more iterations and resume from the last known correct
point. In this work, we develop invariants that require no
additional parallel communication and very little extra com-
putation to check. This reduces the amount of state needed
to roll back correctly, since we can afford to check these in-
variants at every iteration. In fact, GMRES (and variants,
like Flexible GMRES) keeps enough state on its own that,
unlike in Chen’s work, we do not need to save anything to
a persistent store.
An important set of invariants come from a surprising source:
the binary representation of floating-point numbers. Under
a simple model of data corruption, in which an output num-
ber experiences a single bit flip, we can show that in many
cases, data corruption usually has one of two consequences:
either obviously wrong results, or a bounded error. We com-
bine these with the aforementioned algorithmic invariants
to enhance our fault detection procedure’s accuracy. The
results in previous paragraphs work under almost any fault
model; those mentioned in this paragraph depend on a single
bit flip data corruption model. This also characterizes mul-
tiple bit flips, but considering the most significant bit in the



floating-point word. Furthermore, our model does not de-
pend on any assumptions of a “fault rate” or on probabilities
of a particular bit in the word being corrupted. This distin-
guishes our work from empirical fault injection studies like
those of Bronevetsky and Supinski [5], who corrupt memory
randomly with a given rate of events over time. In partic-
ular, we are interested in worst-case behavior, since silently
incorrect results may have a high cost if used to make high-
consequence decisions. Furthermore, assuming a particular
fault rate makes bold assertions about future hardware, es-
pecially given the reluctance of hardware manufacturers to
divulge this information.
Checking invariants naturally fits into the layered approach
we mentioned above. In the case of FT-GMRES, the outer
solver (based on Flexible GMRES [11]) can check the re-
sults of the unreliable inner solves by computing a residual
reliably. The outer solver will never compute the wrong an-
swer, no matter what the inner solves do. However, it can
improve its convergence rate by applying the bounds given
by inexact Krylov theory (see e.g., [13]) to decide whether
to accept each inner solve, or reject it and try again. We can
use this same approach inside the inner solves, by treating
each inner iteration as an “inner inner solve.” This poster
illustrates the accept / reject criteria we develop for inner
iterations. We justify this by reference to analysis of the
effects of errors in the matrix-vector products [13] or on or-
thogonalization [14] in iterative linear solvers. This accept
/ reject criterion for individual inner solver iterations helps
the solver recover more quickly from a fault than just by ex-
amining the results of entire inner solves. Future work will
solidify this connection between known results on the effects
of incorrect sparse matrix-vector products or orthogonaliza-
tion on Krylov methods, and error bounds in both the inner
and outer solves.
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