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ABSTRACT
Data locality is an important optimization for loop oriented
kernels. Auto tuning techniques are used to find the best
strategy for data locality optimization. However, auto tun-
ing techniques are expensive and not independent of com-
puting frameworks. Porting an application from one frame-
work to another requires the whole auto tuning process to
be repeated, in order to get an optimal solution for the new
one. A global strategy will help in expediting the porting
process for an application. In this work, we present a frame-
work, consisting of OpenUH transformation directives and
CHiLL framework, which provides an optimal strategy for
the data locality problem which is independent of compilers.
Our results show that the strategies given by our framework
clearly out class the default optimization levels of OpenUH,
GCC, Intel and PGI compilers.

Categories and Subject Descriptors
D.3.4 [Programming Languages]: Processors—Compil-
ers

General Terms
Performance
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1. INTRODUCTION
Modern processors have deep memory hierarchy. This makes
spatial and temporal data locality an important research
problem, especially for loops. People use different techniques
to improve data locality for a given application. For loops,
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this is mainly done using loop unrolling, fission, fusion, inter-
change, pre-fetching and cache blocking. Modern compilers
apply these optimizations under the -O3 option. Under this
level, the back end optimizations, including loop optimiza-
tions, are applied using certain heuristics. Previous work [1]
has shown that these heuristics work well on most of the ap-
plications but do not give optimal performance. Finding an
optimal strategy for a given application is NP-hard. Nor-
mally, people use auto tuning techniques to find the best
solution. The main disadvantage of auto tuning is its huge
search space. Besides this, auto tuning techniques are not
independent of the computing frameworks. Hence, when an
application is ported from one computing framework to an-
other, the whole auto tuning process is repeated.

The main contribution of this work is a framework which
gives an optimal strategy for data locality problem for a
given application which is independent of compiler frame-
works. Our framework consists of OpenUH [2] compiler
and CHiLL [3] source-to-source transformation framework.
CHiLL is a compiler framework doing code generation with
variants and parameters from compiler-generated or user-
specified transformation recipes. OpenUH compiler provides
a set of directives which allow a user to do various transfor-
mations which ensures the correctness of a given application.

2. OBJECTIVE
The main aim of the work is to build a framework which
could give a global strategy which performs better than the
-O3 level in any other compiler.

3. METHODS
We use directives as a stack to test the entire search space
for Matrix Multiplication (MM) and Jacobi kernels and use
CHiLL framework to compare the best result of each with
original -O3 option.

3.1 OpenUH Compiler
Six directives from OpenUH compiler can be used indepen-
dently or in the form of a stack. A directives stack is an
ordered combination of six transformations on given pro-
grams. Each directive can only be applied on the SNL
(Singly Nested Loop) with correct and reasonable param-
eters.

Currently, these directives only support FORTRAN lan-
guage. The six directives and their syntax are given below:



C*$* FUSION ! fusion

C*$* PREFETCH (0/1/2) ! prefetch level

C*$* INTERCHANGE (l1,l2,..., ln) ! n! combinations

C*$* UNROLL (1/2/3/4/5/6/7/8) ! unroll size

C*$* BLOCKING SIZE (1/2/3/4/5/6) ! tiling size

C*$* FISSION ! fission

Using these directives, we test every possible combination
and time the kernels with appropriate problem size. To pre-
serve the correctness of kernels, we do not force compiler to
apply all the requested transformations. The OpenUH com-
piler tries each possible transformation while not hurting
the data dependence analysis. The best performance com-
bination (Cb) would be the global strategy for data locality
optimization.

3.2 CHiLL Framework
We use the CHiLL framework for the verification of Cb using
OpenUH, GCC, Intel and PGI compilers. Figure 1 shows
that CHiLL framework generates src_ch.f via the script
with best performance combination. The src_ch.f is com-
piled on other compilers under the -O3 option.

src.f dir_stack CHiLL
Cb

src_ch.fOpenUH GCC Intel PGI

-O3

Figure 1: CHiLL verification process

4. RESULTS
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Figure 2: MM and Jacobi kernels search space using
the directives stack
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Figure 3: MM and Jacobi kernels’ performance
against -O3 using the global strategy (Cb) from our
framework

We are presenting results for two kernels, MM and Jacobi.
The compiled codes were run on a Quad Core AMD Opteron
machine with 128 KB L1 cache. Figure 2 shows the search
space using the directives stack. Figure 3 shows the perfor-
mance of Cb with respect to -O3 using different compilers.
The results show the average execution time from different
compilers (lines) with directives stack combinations of orig-
inal kernels (points). Several combinations exceed the best
-O3 by 18.7% to 42.9% and average performance enhance-
ment against -O3 is 17.79% for MM and 59.23% for Jacobi.

5. CONCLUSIONS AND FUTURE WORK
In this work, we present a framework using the CHiLL and
the OpenUH compiler which manages to find a global strat-
egy for data locality optimization independent of compiler
frameworks. It clearly shows that the best combination per-
forms well against the default optimization strategy in mod-
ern compilers. In the future work, we intend to expand this
for power related optimizations.
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