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It is widely agreed, that the trend of packing more and
more cores on a single chip, brought on by the advent of mul-
ticore technology, is likely to continue for the next several
years - perhaps decades. This fundamental shift in processor
design technology implies that software will play a key role
in harnessing the true potential of any computer system. In
particular, compilers need to play a major role in uncover-
ing parallelism at different levels and transforming code for
parallel execution. Additionally, run-time systems need to
schedule concurrent threads for efficient utilization of under-
lying architectural resources. For many problem domains,
however, advances in performance optimizing software alone
will not be sufficient. To a great extent, the parallelism that
can be extracted by the compiler is determined by the ini-
tial choice of the algorithm. For example, in combinatorial
optimization, dynamic programming and branch-and-bound
algorithms are used to solve optimization problems but these
algorithms have different degrees of available parallelism and
therefore, lead to widely varying performance. Thus, it is
important to consider algorithmic choice when implement-
ing parallel solutions on current chip multiprocessor archi-
tectures.

This research studies the impact of algorithmic choice on
the performance of parallel algorithms for solving the inte-
gral knapsack problem (IKP) under a dynamic programming
(DP) approach. Two different DP algorithms are studied [3,
4]. Several factors make IKP a suitable target for evaluat-
ing the impact of algorithm choice. IKP algorithms under a
DP approach are amenable to different types of parallelism.
For instance, some IKP algorithms can be parallelized in a
pipelined fashion and in other algorithms the central loop
lends itself to a data-parallel decomposition [1]. Also most
implementations of IKP exhibit data locality that can be
exploited through compiler transformations.
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The primary goal of this study is to understand the per-
formance trade-offs in choosing a particular type of DP al-
gorithm for solving an IKP instance. Specifically, this study
makes the the following contributions:

• provides a quantitative analysis of various aspects of
parallel performance for different algorithmic variants
of the IKP

• demonstrates how algorithmic choice influences specific
aspects of performance including HW prefetch activity
and cache sharing

• identifies a tunable parameter for several algorithmic
variants, that can be used to significantly enhance per-
formance
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