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ABSTRACT
Shuffle, a new mechanism in NVIDIA GPUs that allows for
direct register-to-register data exchange within a warp, aims
to reduce the shared memory footprint for data communica-
tion. Despite vendor claims on its efficacy, the mechanism
is poorly understood with few works demonstrating perfor-
mance improvement. Therefore, we seek to characterize the
behavior of shuffle and provide insight into optimizing ap-
plications with intra-warp communication.

We evaluated the efficacy of the shuffle mechanism in the
context of matrix transpose as part of the communication
stage in a 1D FFT code. Our study indicates that refac-
toring algorithms to fit the shuffle paradigm requires careful
co-design between software and hardware. In particular, al-
gorithmic decisions should avoid CUDA local memory allo-
cation and usage at all costs. Overall, our optimized shuffle
version accelerates matrix transpose by up to 44% with an
overall application speedup of 1.17-fold for a 256-point FFT.

1. INTRODUCTION
The shuffle instruction is a warp-level intrinsic recently re-

leased in NVIDIA GPUs. It seeks to reduce the shared mem-
ory footprint of applications with heavy intra-warp com-
munication by providing another mechanism, in addition
to shared memory, to communicate data. Few works have
demonstrated performance improvement using the mecha-
nism, despite vendor claims on its efficacy [1]. Therefore,
we seek to characterize the behavior of shuffle and provide
insight into optimizing applications with intra-warp commu-
nication.

High-performance shuffle implementations avoid CUDA
local memory, a per-thread private space usually stored in
the L1 cache or global memory. CUDA local memory is

∗This work was supported in part by NSF I/UCRC IIP-
0804155 via the NSF Center for High-Performance Recon-
figurable Computing.

allocated whenever the register file is exhausted, e.g. register
spilling. However, a more uncommon case occurs when the
CUDA compiler cannot determine register indices a priori.
Our optimization process focuses on techniques that avoid
CUDA local memory allocation and usage.

2. APPROACH
We evaluated the efficacy of shuffle in the context of ma-

trix transpose embedded in a larger 256-point FFT code.
Matrix transpose is a fundamental stage of shared memory
FFTs, and this operation requires all-to-all data communi-
cation for threads within a warp [2,3]. Figure 1 depicts our
matrix transpose algorithm applied to a 4x4 transpose. Our
algorithm is scalable for up to 32x32 in size and is composed
of a series of horizontal and vertical data rotations. We take
advantage of the highly symmetric relationship between suc-
cessive row data and therefore, shuffle both address and data
registers in our implementations.

3. RESULTS AND DISCUSSION
For our GPU testbed, we used a NVIDIA Tesla Kepler

K20c. A batched 256-point (128 MB) FFT with shared
memory transpose is our baseline code. We compare the
performance of our shuffle implementations relative to the
shared memory baseline (“shm”). Figure 2 depicts our over-
all results juxtaposing the shared memory baseline in con-
junction with the shuffle results.

The synergistic co-design process requires the program-
mer to understand how high-level decision decisions trick-
les down to machine-level behavior. The difference between
poor and high-performance boils down to the following three
lines shown in Listing 1 in our näıve shuffle implementation.
This code correlates to stage two (“vertical rotation”) of our
algorithm which rearranges data within a thread’s own reg-
ister file. Line 3 forces the compiler to allocate dst and src

arrays into CUDA local memory, rather than within regis-
ters. The cause is due to the variable tid. If the compiler
cannot determine the value of tid a priori, src and dst will
be placed into CUDA local memory because registers, by
nature, are non-indexable. In other words, since tid is not
determined until run-time, the compiler is forced to allocate
the arrays in the indexable CUDA local memory space.
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Figure 1: Shuffle Algorithm.
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Figure 2: Performance Results of Shuffle Implemen-
tations.

Listing 1: Shuffle: Näıve
1: int tid = threadIdx.x % 4;
2: for (int i = 0; i < 4; ++i)
3: dst[k] = src[(4 - tid + k) % 4];

Listing 2: Shuffle: Div
int tmp = src[0];
if (tid == 1)
{
src[0] = src[3];
src[3] = src[2];
src[2] = src[1];
src[1] = tmp;

}

Listing 3: Shuffle: SELP IP
int tmp = src[0];
src[0] = (tid == 1) ? src[3] : src[0];
src[3] = (tid == 1) ? src[2] : src[3];
src[2] = (tid == 1) ? src[1] : src[2];
src[1] = (tid == 1) ? tmp : src[1];

To ensure a priori indexing, we unroll the loop and use
conditionals to enforce correctness. This method, shown in
Listing 2 for thread 1, has the drawback of increased thread
divergence. This modification is referred to as “div,” and it
outperforms the shared memory version of matrix transpose
by 6%.

Since only data loads and stores occur inside the con-
ditional body, we are able to exploit the comparison and

selection instruction also known as “SELP” in CUDA PTX
terminology. SELP is a predicated load and store operation
with semantics similar to the ternary operator in C, e.g. c

= (predicate) ? a : b;. SELP reduces, but does not
eliminate, the overhead associated with divergence. List-
ing 3 shows the application of SELP in lieu of explicit con-
ditional divergence.

Finally, SELP can be performed in place (IP) or out of
place (OOP) with the latter using more registers, but gains
substantially higher performance than the former. DIV,
SELP IP, and SELP OOP show marked performance im-
provement relative to the näıve version. The näıve ver-
sion suffers from CUDA local memory usage which detri-
ments performance by a factor of 15. Although SELP OOP
exhibits highest improvement in the communication stage
(gray bar), it also uses the most registers, and is therefore,
limited to 37.5% thread occupancy.

Of all shuffle implementations, SELP IP is the only can-
didate implementation that avoids local memory allocation,
eliminates the need for shared memory, and maintains simi-
lar register count to the shared memory version. As a result,
SELP IP can run at a higher occupancy level (50%) result-
ing in performance improvement in the computation stage
(black bar). We inadvertently accelerated the computation
stage, in addition to communication.

4. CONCLUSION
Our shuffle implementation outperforms shared memory

by up to 44% by explicit loop unrolling. Thread divergence
overhead due to unrolling was mitigated with the selection
and comparison instruction (“SELP”). An additional aggre-
gate improvement was achieved implicitly by running the
256-point FFT at a higher occupancy level possible only
with the shuffle instruction performed in place (“SELP IP”).
Overall, our optimized shuffle implementation improves the
performance of a 256-point FFT code by 1.17-fold.
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