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ABSTRACT 

As simulation size increases, the likelihood of a node crash and 

the cost of checkpointing increases. This is more of a problem as 

flops increase exponentially while I/O speeds increase at a slower 

rate. The cost of saving data is even higher when checkpointed 

data is used for in-situ or in-transit analyses such as for 

visualization or for atom proximity identifications. 

QMCPack is one such example that is limited by its 

checkpointing implementation. QMCPack uses serial HDF5 to 

write checkpointing data to disk. As the number of processes 

increase, the associated I/O cost grows significantly. Preliminary 

results showed that even for simple simulations, the time spent in 

I/O associated to a checkpointing could make up 90% of the 

execution time on systems with large numbers of nodes.  In this 

poster we use ADIOS to tackle the problem of enabling more 

efficient fine-grained checkpointing in QMCPack while limiting 

the I/O overhead. 

1. MOTIVATION AND GOAL 
The Quantum Monte Carlo code, QMCPack [1], suffers from 

extreme performance loss because of its inefficient checkpointing 

schema. Figure 1 shows the time spent during computation, versus 

the time spent doing checkpointing for a QMCPack simulation of 

simple water molecules. When using 64 nodes on the ORNL 

cluster Sith close to 90% of execution time is spent writing to 

disk. We can expect that this gets worse as the nodes increase. 

 

Figure 1: Time distribution of a water simulation with 

QMCPack and HDF5. 

 

Our goal is to allow data in QMCPack to be checkpointed at very 

large simulation sizes with minimal overhead and frequently 

enough to allow for researchers to reuse the data for monitoring 

the simulation’s evolution through time. Supported by the ADIOS 

I/O library [2] we pursue the goal through minimal code changes 

and without sacrificing performance. We also aim for flexibility in 

the selection of I/O methods as different parallel file-systems have 

different performance characteristics. 

2. BACKGROUD  

2.1 QMCPack 
The QMCPack project uses Quantum Monte Carlo methods to 

find solutions to the many particle Schrodinger’s equation. 

QMCPack’s loosely-coupled parallel algorithm scales well as 

supercomputers approach exascale, but QMCPack’s approach to 

checkpointing does not scale nearly as well. 

2.2 ADIOS  
ADIOS is a I/O framework currently being developed at ORNL 

consisting of a suite of I/O methods, an easy to use read and write 

API, and a set of utilities. Data to be written to disk with ADIOS 

is described in a XML file which is parsed on ADIOS 

initialization. Different I/O methods can be specialized in the 

XML file and the selection of the method can be selected at 

runtime.  

3. METHODOLOGY 
We tackle the problem of enabling more efficient fine-grained 

checkpointing in QMCPack simulations while limiting the   I/O 

overhead by redesigning the QMCPack algorithms to checkpoint 

particle positions per process with ADIOS functionalities. We 

integrate the new algorithms in QMCPack and use the ADIOS 

API to select the most effective I/O methods for different particle 

systems and simulation sizes. 

Table 1: Size of checkpoint data per MC step and the three 

graphite systems. 

 

 

4. RESULTS 

4.1 Platform and Tests Setup  
We conducted our experiments on Titan, a Cray XK7 machine 

with 18,688 compute nodes, connected to Spider, a Lustre file-

system with 10.7 PB of space and a bandwidth of 240GB/s. We 

ran tests with 128, 256, 512, and 1024 nodes using the GPU 

version of QMCPack. Tests were run with several ADIOS 



methods (i.e., POSIX, MPI, AGGREGATE), NO I/O, and the 

traditional HDF5 method. ADIOS POSIX uses the standard 

POSIX file I/O, ADIOS MPI uses MPI-IO, and ADIOS AGGR 

aggregates data to a set of nodes and then writes from that set of 

nodes. Note that no HDF5 results are presented because they ran 

for well over 2 hours while the ADIOS and NO I/O runs took less 

than 10 minutes. Three different graphite systems (i.e., graphite 

3x3x1, 4x4x1, 4x4x2) were used. Table 1 shows the size of 

checkpoint data per MC step and the three graphite systems. 

 

4.2 Performance 
Figures 2, 3, and 4 show the performance times normalized to NO 

I/O method for the three graphite systems and different number of 

nodes.  

 

 

Figure 3. Graphite 3x3x1 timing for different number of 

nodes and ADIOS methods. 

 

 

Figure 4. Graphite 4x4x1 timing for different number of 

nodes and ADIOS methods. 

 

Figure 5. Graphite 4x4x2 timing for different number of nodes 

and ADIOS methods. 

 

For the small graphite system (3x3x1), POSIX does better on a 

small number of nodes, but as the number of nodes increases 

AGGREGATE does increasingly well. Note how the 512-node 

test exhibits an unusual behavior because of the high load on 

Lustre at the test time.  For the graphite with size 4x4x1, while 

AGGREGATE continues to do well, we observed high variability 

between for the other runs. This variability could be due to load 

on the metadata server or on the Luster OST as these runs were 

done on a highly loaded system. For the graphite with size 4x4x4, 

for the largest quantity of data AGGREGATE continues to 

perform better then POSIX and MPI. 

Overall, all runs exhibit time variability for the various I/O 

methods. MPI aggregate seemed to be the most consistent, but in 

certain cases, i.e., for graphite 3x3x1 with 512 nodes, there were 

significant outliers. Future work includes finding methods which 

decreasing this variability.  

5. CONCLUSIONS 
Using ADIOS for checkpointing in QMCPack we observed a 

significant decrease in runtimes over the traditional HDF5 

implementation with a 12-fold reduction. Also by utilizing 

different I/O methods we can optimize for different particle 

systems, numbers of node, and system architectures. 
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